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BACKGROUND

Why do people need to be able to assess claims about treatment effects?

Being able to assess claims about treatments (any action intended to improve health) is crucial for
informed decision-making (1-7). Belief in false or unsubstantiated claims about treatment effects can
cause harm and waste resources. Health systems and individuals face major challenges, including
increases in health care expenses and the need to prioritise (7, 8), for example, which new and costly
treatments to pay for and which screening programmes do more good than harm. Public engagement —
and public knowledge about the effects of treatments — can help facilitate sustainable health care systems,
as well as well-informed personal health care choices, through insight into the basis for decision-making.
Moreover, inability to assess claims about treatment effects can be a barrier to participation in tests of
treatments, when there is important uncertainty about treatment effects, as well as a barrier to appropriate

use of the findings of fair tests of treatments when making health care decisions (9).

Why do we need to measure people’s ability to assess claims about treatment effects?

There is little current evidence available that describes people’s ability to assess claims about treatment
effects and to our knowledge, there is no instrument available to measure their ability. A number of
studies have evaluated general critical skills or have focused on measuring people’s understanding of a
specific concept, such as “risk” or “randomization” (2, 4, 9-24). There is a need for an instrument that
evaluates people’s overall ability to assess claims about treatment effects, particularly their ability to
apply key concepts that are necessary to assess claims about treatment effects. Such an instrument is
necessary to evaluate the effects of interventions to improve people’s ability to assess claims about

treatments and for cross-sectional or longitudinal studies that map this ability in and across populations.

We are developing such an instrument as part of an international project with the aim of improving
people’s ability to assess claims about treatment effects in low-income countries: The Informed
Healthcare Choices project (IHC). The project builds on existing and previous partnerships and a series of
projects, with the aim of supporting the use of research evidence by patients and the public, policymakers,

journalists and health professionals. The [HC project is developing and evaluating resources for two



strategies to improve people’s ability to assess claims about treatment effects. The first strategy aims to
improve information about claims in mass media — enabling audiences to assess these. The second
strategy aims to improve the ability of children (and their families) to assess claims about treatment
effects. We are tailoring both the mass media and teaching resources to function in the context of specific
countries. We will evaluate the effects of both sets of resources on people’s ability to assess claims about
treatment effects in randomized trials. We will use the proposed instrument as the primary outcome

measure in these trials.

METHODS

Scope of the instrument

We will base the scope of the instrument items on a list of key concepts that people need to
understand to be able to assess claims about treatment effects (25) (See figure 1). We developed
this list as a part of the IHC project (Appendix 1). We generated an initial list of concepts by
identifying key concepts in literature and critical appraisal tools for the public, journalists and
health professionals. We also considered concepts related to assessing the certainty of evidence
for treatment effects (26). We revised the list iteratively based on feedback from the project team
and an advisory group that includes researchers, journalists, teachers and others with expertise in

health literacy and teaching or communicating evidence-based health care (5, 6, 27).



Figure 1. Timeline of the development
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We will develop items using a variety of multiple choice formats, including “one-best answer”
multiple-choice questions and multiple true-false items, to assess peoples’ ability to apply these
key concepts (28). Multiple-choice items such as these are well suited for assessing application
of knowledge, interpretation and judgements. In addition, they allow for problem-based learning

and practical decision making using real-life examples (28).



We plan to generate 6 to 8 items per concept (180 to 240 items), predicting that about half of these may
be removed through feedback from experts, end-users and through the statistical testing of the

questionnaire.

The questionnaire will be designed so that it includes a battery of items, of which some may be more
relevant to certain populations. The primary target groups for this questionnaire are children (age 10 to 12
or the next to last year of primary school) and adults in Uganda, but the questionnaire will be developed
in such a way that it may be relevant across settings. We will aim to use generic examples in the items, to

allow for cross-cultural differences, and where necessary, explain conditions and treatments used.

Content and construct validity
In order to achieve applicability and acceptability of items included in the instrument, we will involve
experts, patients and the public from both low and high-income countries in the processes of development

and validation (29-32).

Feedback with experts- the IHC project group and advisory group
We will circulate the complete set of multiple-choice items to the IHC project group and other experts,
whom we will ask to respond to the items and comment on the applicability and face validity of the items

measured up against the list of key concepts.

We will also consult the IHC advisory group by email, asking them to comment on the applicability and
face validity of the items measured up against the list of key concepts. Each advisory group member will
be assigned a set of 3 concepts with associated items (approximately 6- to 8 items per concept), and a

feedback form, asking them to indicate to what extent they feel each item addresses the relevant concept

using the response options “yes”, “no” or “uncertain”, together with any open-ended comments. We will

also ask them to tag all response options with “true”, “partly true” and “false”.

The project working group will have responsibility for agreeing on content, including the instructions and
wording of individual items. The project working group will revise the items iteratively throughout the
development and validation of the instrument, based on feedback and evaluation of individual items and

the questionnaire as a whole.



Feedback from potential target groups

Following agreement of the IHC project working group and the [HC advisory group on instrument
content, we will undertake cognitive interviews with individuals from our potential target groups to assess
their understanding of the multiple-choice questions (33-35). We will conduct interviews with between 10
and 20 individuals in each country setting, including children and adults, to assess the acceptability and
understanding of the instructions and items checked against the concept list. The interviews will begin
with questions relating to respondents understanding of the instructions with the remainder relating to
individual items before finishing with some general questions relating to the questionnaire as a whole

(terminology, MC-format etc).

We will recruit children from school settings in Uganda and Norway, and who are not previously familiar
with the concept list. Adults will be recruited from the IHC project’s teachers and journalist networks in
Uganda, and through formal and informal networks in Norway. We will also consider including children

and adults in other country settings.

‘Think aloud’ and ‘verbal probing’ are two broad approaches to cognitive interviewing (34). With *think
aloud’ the respondent is asked to explain how they arrived at their response to each item. Such interviews
are less prone to bias because of the more limited role of the interviewer. However, some respondents
may have difficulty in verbalising their thought processes. ‘Verbal probing’ uses questions that the
interviewer asks after the respondent has completed each of the items within the measure. Following each
item the interviewer will begin with the ‘think aloud” method by asking patients about how they arrived at
their response before asking more specific questions, as necessary. We will take notes during the
interviews. We will consider undertaking another round of cognitive interviews if, following the first,

large changes are made to the instructions and wording of items.

Statistical testing of items to assess the their psychometric properties
Piloting will be undertaken to assess whether the instrument is acceptable to respondents in the setting for

which it is intended, and for statistically testing the validity and reliability of the questionnaire.

We will invite potential target groups in Uganda, Norway, Kenya and Rwanda, including children and
adults. Children will be recruited through schools. In Uganda, Kenya and Rwanda adults will be recruited
through existing networks of teachers and journalists, and parents of children attending schools. In
Norway, adults will be recruited through various networks, including parents at schools, the general
public and people working at the Norwegian Knowledge Center. The testing will be done using both

written and electronic questionnaires (questback). We will also consider including target groups in other



country settings. The items will be distributed across four sets of questionnaires, of which approximately
100 to 250 respondents per set is needed. The respondents should include people with and without

training in the concepts.

Table 1. Estimated number of participants needed in Uganda

Participants needed Estimated number
School children 600 (of which 300 has received training)
Adults (including parents of children, health 400

professionals, teachers, journalists and other

members of the public)

Rasch analysis tests whether data that contribute to a scale meet the criteria of a model for
interval-level measurement. If the criteria are met, respondents can be ordered in terms of their
'ability' and items in terms of their 'difficulty'; 'ability' is a patient’s level of ability and 'difficulty’
is the level of ability assessed by an item. Items and patients are ordered along the same log-odds

scale.

The dichotomous Rasch model

Models describe phenomena, and the mathematical representations of models help us construct
inferences and draw conclusions from our observations — the quantitative data. The responses to
items (raw scores) are directly observable variables. All these variables might, through a
mathematical latent variable model, be reduced to one not directly observable “latent” variable or
“trait,” usually referred to as “proficiency”, “ability” or “attitude”. The mathematical latent
variable model then relates the latent variable to the probability of endorsing items of different

“difficulties” or “affective levels”.

The simplest mathematical latent variable model is the dichotomous unidimensional Rasch

n=0i
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model referred to as “the simple logistic model” (SLM) (3) P(X, =1)=



representation of the Rasch model, referred to as the item characteristic curve (ICC) shown in
Figure 2, relates the probability (P) of person n with proficiency fx (a single, unidimensional
latent variable ) scoring 1 point on a dichotomous item i with estimated difficulty level o:. In
practical terms this means that the Rasch model offers the expected percentage correct answer
(probability) as a function of total test score (proficiency) given the estimated difficulty level of
the item (estimation based on the item’s overall p-value or percentage correct answers).

The Rasch model provides the necessary and sufficient means to transform ordinal counts, e.g.
levels of performance, into meaningful linear measurement based on the arithmetical properties

of interval scales (36).

Figure 2: The graphical representation of the dichotomous Rasch model.
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The polytomous Rasch model and ordered thresholds

In the mathematical representation of the polytomous Rasch model (PRM),

1 m
P{Xm.:x}:;exp(lcﬁx(ﬂn—é‘i)) , Wwhere VZZeXP(Kk+k(IB,1_5i)) is a

k=0



normalisation factor ensuring _f P- dﬁ =1 , a person’s estimated proficiency is described by the

single, unidimensional latent variable £, (37, 38) The polytomous Rasch model relates the
probability (P) of person n with proficiency f» scoring x points on a polytomous item i with

estimated difficulty level d; (see Figure 3)(39).

A threshold (7) is defined as the person location at which the probability of being scored in one
of two adjacent score categories is equal (i.e. the thresholds are the difficulty levels for the
different points as indicated in Figure 4). The score x indicates the number of m thresholds a
respondent has passed. A polytomous item with an m + 1 number of score categories (i.e. x takes

on m + 1 different values from 0 to m) has m thresholds (zx), where the index k takes on values
from 0 to m. The K s are known as “category coefficients” where, for example, K, =—(7, +7,) .
If the score categories are applied as expected, the observed succeeding thresholds should reflect
successively more of the latent proficiency and hence be “ordered”. Disordered thresholds (see
figure 5) in the data violate the hypothesised ordering of response categories, meaning that the
score categories have not been applied as expected. If so, the variables cannot be treated as

interval variables.

Figure 3: The graphical representation shows the expected score as a function of proficiency on a

certain polytomous item with three score categories and maximum 2 points (x is 0, 1 or 2).
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Figure 4: The probability of scoring 0, 1 or 2 points as a function of proficiency on a certain
polytomous item with up to 2 score points (x is 0, 1 or 2 and the number of thresholds is m = 2).
The two thresholds are indicated as vertical dotted lines. The thresholds are “ordered” as the

threshold between 2 and 1 is located to the right of the threshold between 0 and 1.

Expected value (probability)
Tl 2 e m el

05—

oo

' Testscore (proficiency)

Low test score High test score

Figure 5: An item with disordered thresholds. The diagram shows that no proficiency level has 1

point as the most likely value, and this indicates some problems in the data.

1.0~

05—

The parameterisations of the PRM and the likelihood ratio test

When the observed distance between the response categories on a rating scale is identical across
the items, the data fit ‘the rating scale parameterisation’ (40) of the PRM best. If the distance is
not the same across the items, ‘the partial credit parameterisation’ (41) is indicated. When

applying the partial credit parameterisation, the ‘thresholds’ should be ordered.



The Fisher’s likelihood ratio test (LRT) available in RUMM might be used to assess the
efficiency of the partial credit parameterisation as compared to the rating scale parameterisation
of the PRM for questionnaire data. The parameterisations are compared against each other for
the same model specifications. However, in the case of achievement test items the partial credit

parameterisation is always applied.

Model fit
When an achievement test item, as part of a set of achievement test items, provides data that
sufficiently fit a unidimensional Rasch-model, the item provides an indication of proficiency

along the latent variable. In Rasch analysis, this information is used to construct measures.

If the data do not fit the ICC — the theoretical expectation under the model but rather approach a
step function — the item is said to over-discriminate and the item might stratify the persons below
and above a certain proficiency estimate. If the data approach a constant function (a horizontal
line), the item is said to under-discriminate (see figure 6). Under-discriminating items tend to
neither stratify nor measure. Strongly over- and under-discriminating items do not fit the Rasch

model.

Fit residuals and item chi-square values are used to test how well the data fit the model (20).
Negative and positive item fit residuals indicate whether items over- or under-discriminate.
Similarly, a person fit residual indicates how well a person’s response pattern matches the

expectation under the model (42, 43).

Figure 6: An under-discriminating item that discriminates too weakly between persons with high
and low proficiency (left) and an over-discriminating item. Both items measure “too much of
something else” in addition to the underlying trait, but the under-discriminating item measures

something that do not correlate positively with the trait (e.g. guessing).



Large chi-squares indicate that persons with different abilities do not ‘agree on’ item difficulty
estimates, thus compromising the required property of invariance. To adjust chi-square
probabilities for the number of significant tests performed, the probabilities are Bonferroni-

adjusted using RUMM2030 (44, 45).

Relying on classical test theory: applying z-score and point-biserial coefficients to identify a)
problematic distractors in multiple choice questions and b) low-discriminating sub-items in

multiple true-false items

By standardizing all individuals’ score sums (z-score) and estimating the mean z-score of the

groups of respondents who choose each response alternative on a multiple choice item,

distractors attracting too many students with high proficiency (i.e., problematic distractors) might

be identified and removed or replaced (see figure 7). Likewise, by estimating the mean z-score of
the groups of respondents who choose each response alternative on each sub-item of a multiple

true-false item, the under-discriminating sub-items might be removed or replaced.

One can easily observe multiple-choice items containing problematic distractors by investigating
the items’ point biserial coefficients. Likewise, one can detect problematic sub-item of a multiple

true-false item by investigating each sub-item’s point biserial coefficient.

Figure 6: Mean test z-score of the groups of persons choosing each of three response alternatives
on a multiple choice item (9 indicates no response). Alternative C indicated by “3” is the correct
answer and attracts, on average, students with high proficiency (mean z = 0.5). Alternative A is
wrong and attracts persons with low proficiency (mean z = -0.5). Alternative B is problematic as

it is a distractor but still attracts persons with high proficiency (mean z = 0.0).
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Identifying guessing in multiple-choice questions and using multiple true-false items to
avoid the effects of guessing in the data

If most people at all the different proficiency levels guess, each response alternative on a
multiple-choice item will attract approximately 1/c of the respondents (c is the number of
response alternatives), and the mean z-score of the group of student choosing each of the
response alternatives has a z-score approaching zero. However, items where students at all

proficiency levels guess are rarely observed.

Respondents typically guess when the item is too difficult (i.e., when the item difficulty estimate
exceeds the respondent’s proficiency estimate) (46). Hence, usually only the observed
percentage correct answers in low proficiency groups will exceed the expectations of the Rasch
model (see Figure 7). This is used to detect items exposed to guessing at low proficiency levels

only.

By developing multiple true-false items, the effect of guessing in the data will diminish as very

few students are able to guess the correct answer on all sub-items of a multiple true-false item.

Figure 7: A multiple choice item where guessing is observed among persons with low
proficiency (indicated by arrows). The guessing frequency is 1/c, where ¢ is the number of

response alternatives (¢ = 4).
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Measurement bias — differential item functioning (DIF)

Differential item functioning (DIF) means that an item has different difficulty levels for different
person factor levels, e.g. for males and females. In this case, the observed values for males and
females are best described by two different curves similar to the theoretical ICCs. If these curves
are parallel the item discriminates similarly across the continuum for both groups and the DIF is
said to be mainly uniform (47). Items that show non-uniform DIF will be discarded while items
mainly showing uniform DIF (see Figure 8) might be resolved (48, 49) by using the ‘person
factor split’ procedure in RUMM2030 (50). All items will undergo DIF-analyses as exemplified
in Figure 9. Different person factors such as gender, country of residence, age (both children and
adults will be assessed and data will be analysed together) will be collected and DIF analyses

will be performed.



Figure 8 part a. [tem characteristic curve for a polytomous item (left) and the same item plotted
for a person factor showing uniform DIF (right). The wording of the item was “I welcome any
initiative aimed at promoting a healthy diet for children and adolescents” (five-point rating scale
with extreme categories “disagree strongly” and “agree strongly”). The person factor was
“parenthood” with the person factor levels ‘live with children’ (red curve) and ‘do not live with

children’ (blue curve).
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Figure 9 part b. The ICCs for the two virtual items appearing after splitting the item for the
person factor levels (“live with children’ (left curve, low affective level) and ‘do not live with
children’ (right curve, high affective level)).
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Sample size and non-randomized samples in field trials

One guideline might be to use between 20 and 30 persons for every threshold in the item set (51).
An item set of forty dichotomous items has 40 thresholds (40 items x 1 threshold). Therefore,
between 800 and 1200 people in total (different age groups and gender) would be a reasonable
number of participants for conducting the tests of fit. According to Linacre (52) a sample size of
150-200 is adequate to test for fit to the dichotomous Rasch model and an additional 10 people
per response category is needed for polytomous items. Choi et al. (53) concluded that a group of
250 people is adequate for the estimation of the partial credit model. Likewise, studies have
shown that a sample of 200-250 people per group is suitable for detecting DIF (54, 55). Hence,
for dichotomous person factors a group of 400-500 persons might be adequate for equally sized
groups. In samples that are too small, even items displaying substantial DIF might go undetected
(56). The conclusion is: at least 250 persons in total and up to 30 persons per scored point, i.e.

the data should stand tests of significance where up to 30 persons per scored point are included.

Instruments can be validated using Rasch analysis of data collected in samples of people that are
not randomly selected. This can be justified by the fact that the person parameter and the item
parameter of unidimensional Rasch models are independent (see, for example (57)) and that the
Rasch models do not assume anything about the distribution of the sample of people (see, for

example (57)).

The requirement of local independence

The local independence assumption implies that there are no dependencies among items other
than those that are attributable to the latent trait. This means that after taking into account the
person’s proficiency, responses to the achievement test items should be independent. Violations
of local independence are formalised as ‘response dependence’ and ‘trait dependence’, where the

latter is also referred to as ‘multidimensionality’ (58).

a) Response violations of local independence



Response dependence between items appears when two items share something more in common
than can be accounted for by the latent trait. One example of response dependence is when two
achievement test items ask for more or less the same information causing redundancy in the data.
Another example is when a previous achievement test item offers clues that affect responses to a
subsequent, dependent item (59, 60). Response dependence violates statistical independence and
causes ‘response violations’ of local independence (40, 58, 61), meaning that the entire
correlation between the items is not captured by the latent trait. The result of response

dependency is deviations of the thresholds of the dependent item (60).

As all the items in a test are supposed to measure the same latent trait, all the items are supposed
to correlate strongly. By “adjusting” the correlations between the items with the proficiency (a
procedure somewhat similar to partial correlation in SPSS), we will explore whether the
proficiency “explains all the correlation” between the items. In practice this means that only
proficiency governs the responses to the items. If so, the data are unidimensional or one-
dimensional as only one factor (the proficiency i.e., the latent trait) explains all the correlation
between the items. Hence, after adjusting for proficiency the data are “independent” (P(A+B) =
P(A)P(B)). As this procedure only adjusts for proficiency and not for any deviations from the
Rasch model (residuals), we will correlate the residuals (see Figure 10) and study whether any
pair of items has “something else than proficiency in common”. Residual correlations are signs

of “response dependence” between items.

Figure 10: Example on two «identical» items that have more in common than general proficiency

in science. The residual correlation matrix identifies “response dependence” between the items.



Oppgave 52

har store

ter. Endenes forfedre hadde ikke s3 store svommefotter.

Hvilken pastand beskriver BEST hvordan store svemmefgtter har utviklet seg hos arten

stokkand?

 Stokkender har svemt i mange generasjoner

€ Stokkender har lert at store svommefotter gjor at de kan skaffe nok mat

€ Naturen har tvunget stokkender til 3 ha storre svommefotter enn andre arter

€ En stokkand tilpasser seg ved at svommefottene blir storre jo mer den svommer

-

med store

ter far tak i mer mat og kan derfor fo flere unger

Oppgave 51

Sjiraffer har lang hals. Sjiraffenes forfedre hadde ikke s3 lang hals.

Hvilken pdstand beskriver BEST hvordan lang hals har utviklet seg hos arten sjiraff?

€ sjiraffer har strekt seg i mange generasjoner

C sjiraffer har lzert 3 strekke seg lengre for 3 f3 tak i nok blader

€ Naturen har tvunget sjiraffer til  strekke seg lengre enn andre arter

 En sjiraff tilpasser seg ved at halsen blir lengre jo mer den strekker seg

C sjiraffer med lang hals f3r tak i flere blader og kan derfor fo flere unger
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Correlations between pairs of item residuals will be used to generate ‘post-hoc’ hypotheses of
response dependence (58, 62). When two achievement test items ask for “too much of the same

information” causing redundancy in the data, we will form a subtest, i.e. merge the two items



into one composite item to take account of the dependency. Subsequently, we might use the
‘item dependence split’ procedure in RUMM2030 to estimate the actual magnitude of the
dependence of each pair of dependent items (50) and hence test the hypothesis of response

dependence (48, 61).

b) Dimension violations of local independence

Multidimensionality or trait dependence means that ‘multiple’ latent variables or traits play a
role and that some items measure one latent variable and other items measure another latent
variable. One might form subtests and study whether the latent variables measure one
overarching dimension or measure unique aspects. If the latent variables measure unique aspects,
the theoretical composite construct might not find support in the empirical evidence, as the data

are not sufficiently unidimensional.

The overarching dimension ‘assessing claims about the effects of treatments’ is in this project
measured using different clusters or subsets of items assessing competencies, such as ‘judging
whether a test of treatments is fair’ and ‘understanding the role of chance’. Each subset of items
then represents a latent variable. We will explore whether the different subscales rank the
persons quite differently in order to discover whether the different subsets of items might form
subscales that contribute with unique variance to the distribution of persons’ score sums in
‘assessing claims about the effects of treatments’. Then the composite construct ‘assessing
claims about the effects of treatments’ is not sufficiently unidimensional and we should report
one score on each subscale as opposed to one score in ‘assessing claims about the effects of
treatments’ — the overarching dimension (hence which is not unidimensional). Therefore, if
empirical evidence points towards the hypothesized composite construct not being sufficiently
unidimensional, one might want to split the data from the assessment instrument into as many
scales as there are latent variables or subscales and do separate analyses. Principal component
analysis (PCA) of residuals might help investigate the dimensionality of the data. Another
possibility is to apply a multidimensional Rasch model (63), using the software ConQuest (64).



b1) Principal component analysis (PCA) of residuals
A PCA converts a set of observations (the data) of correlated variables (the items) into a set of
linearly uncorrelated variables called principal components. The number of principal

components is less than or equal to the number of original variables.

The first principal component (PC 1) has the largest possible variance, i.e. accounts for as much
of the variability in the data as possible, and each succeeding component in turn has the highest
variance possible under the constraint that it be orthogonal to or uncorrelated with the other
components. A PCA therefore reveals the internal structure of the data in a way that best

explains the variance in the data. PCA is closely related to factor analysis.

The cluster of items measuring ‘judging whether a test of treatments is fair’ and the cluster of
items measuring ‘understanding the role of probability’, have ‘assessing claims about the effects
of treatments’ in common. If we remove the common latent trait from the data we are left with
the residuals or the deviations from the Rasch model. If the residuals of the ‘judging whether a
test of treatments is fair’ items correlate positively with PC 1 while the other items correlate
negatively, the cluster of items measuring ‘judging whether a test of treatments is fair’ might
share something else in common than the general underlying variable ‘assessing claims about the
effects of treatments’ can explain. If so, the items measuring ‘judging whether a test of
treatments is fair’ represent an additional latent trait that might violate the hypothesis of

unidimensional data and hence violate local independence (40, 58, 61, 65)

Large variations in the percentage variance explained by each principal component (PC) is one
way of generating an empirical ‘post-hoc’ hypothesis about multidimensionality in the data (62,
66). In principle, such hypotheses should come from theoretical and conceptual considerations.
The hypothesis might be tested by applying the equating tests and the t-test procedures in
RUMM2030 (50), and by estimating fractal indices based on a subtest analysis.

b2) Fractal indices and reliability indices specific to a subtest analysis
A set of n items can be analysed either as » items or as two composite items (subscales) where
each subscale takes on the role of an item. The subtest analysis takes account of

multidimensionality in the data, and different indices (A, c¢ and r) are estimated specific to the



subtest. The value A describes the variance common to all subscales, the value ¢ characterises
the variance that is unique to the subscales, and the variable 7 is the correlation between the two
subscales (50). A subtest analysis performed on a data set with acceptable dimensionality will

return a high value for both A and » and a low value for c.

Taking account of the subscale structure in calculating the reliability indices Cronbach’s alpha
and PSI involves taking each subscale as a higher order item whose score is the sum of the scores
of the lower level items in that subscale. Reliability indices do not indicate whether a scale
measures a unidimensional variable or not but instead provide the value of the reliability on the
assumption of unidimensionality (50). In the presence of a multidimensional subscale structure,

the variance of person estimates and hence the reliability indices inflate (40).

Further, comparing the overall test-of-fit index, i.e. the total item chi square, obtained when the
analyses uses 1) the discrete items and ii) the subscales as two items might indicate changes in fit

to the model taking the multidimensionality into account.

We will perform analyses of dimensionality by carrying out subtest analysis and interpret the

size of the fractal indices by forming subtests of pairs of subscales.

Reliability and targeting

Estimates of Cronbach’s alpha and the Person Separation Index (PSI) are used as indices of
‘reliability’ (67). When the distribution of the items’ threshold estimates match the distribution
of the persons’ proficiency estimates the instrument is well ‘targeted’ (see figure 11). Well-
targeted instruments help reduce the overall measurement error. We will explore the distribution

of item difficulties within each subscale and for the overarching dimension.

Figure 11: The distribution of person abilities (above the x-axis) and the distribution of item
difficulties (below the x-axis) of a well-targeted test. One item/point has very low difficulty
(approx. -4.5), while two items/points have very high difficulty (approx. 5.5 and 10).
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Rasch-analysis summary

Based on data from field trials of items we will, as described and elaborated above, perform
analyses to identify the ordering of thresholds of polytomous items (i.e. some of the multiple
true-false items), model fit, guessing, DIF, response and trait dependence, reliability, targeting,
problematic distractors of multiple choice items, and problematic sub-items of multiple true-false
items. The supposed ordering of the analyses with diagnosis and possible actions to take is

summarized in the table below.

Analysis Diagnosis Action
Ordering of response categories | Category probability curves | Rescore if weak fit to
of polytomous items (CPC) threshold probability
curves (TPC)
Model fit:
e Overall fit e Overall statistics
e Parameterization (N/A e Likelihood-ratio test, e Apply partial
here as no rating scale overall fit statistics credit or rating
data) scale
e Jtems e [CC /threshold e Delete, rescore
probability curves or subtests
(polytomous data), fit




e persons

statistics

e Fit statistics

e Delete

Guessing

ICC

Accept or delete (or

Tailored analysis

(N/A))
Frame of reference (pre to DIF Person factor category Merge, delete
analyses) size
DIF:

Local independence:

e Response dependence

e Trait dependence

e Residual correlations,

subtests PSI

e PCA ofresiduals,

e Subtests, split
and quantify
dependence

e Subtests,

/multidimensionality subtests PSI, c, 1, A, separate analysis
t-test, of sub-
spread/dispersion dimensions
index

Targeting Person-item threshold (Rescore)
column diagram

Reliability Cronbach’s alpha (complete | (Rescore)
data), PSI
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Appendix 1. Assessing claims about treatments effects: Key concepts that people need to understand

There are endless claims about treatments in the mass media, advertisements and everyday personal communication. Some are true and some
are false. Many are unsubstantiated. We do not know whether they are true or false. Unsubstantiated claims about the effects of treatments are
often wrong. Consequently, people who believe and act on these claims suffer unnecessarily and waste resources by doing things that do not
help and might be harmful, and by not doing things that do help.

We have prepared a list of key concepts that they can use to assess claims about the effects of a treatment (any action intended to improve
health), including whether

- The basis for a claim is reliable; i.e. whether it is based on fair comparisons of treatments (treatment comparisons designed to minimise
the risk of errors)

- The results of fair comparisons are relevant to them

- Additional information is needed to assess the reliability and relevance of claims about treatments and, if so, what information is needed

The list serves as a syllabus for identifying the resources needed to help people understand and apply the concepts.

Effective treatments can prevent health problems, save lives and improve quality of life. However, nature is a great healer and people often
recover from illness without treatment. Likewise, some health problems may get worse despite treatment, or treatment may actually make
things worse. For these reasons, knowledge of the natural course of illness should be the starting point for making informed decisions about
treatments.

We have written the concepts and explanations in plain language. However, some of these concepts may be unfamiliar and difficult to
understand. We did not design the list as a teaching tool. It is a framework, or starting point, for teachers, journalists and other intermediaries
for identifying and developing resources (such as longer explanations, examples, games and interactive applications) to help people to
understand and apply the concepts.

The concepts in this list are universally relevant. However, our focus has been on concepts that are important and possible to teach or
communicate to children and poorly educated adults living in low-income countries. The list includes 32 concepts, divided into 6 groups:

Recognising the need for fair comparisons of treatments
Judging whether a comparison of treatments is a fair comparison

Understanding the role of chance

Considering all the relevant fair comparisons

vk wN e

Understanding the results of fair comparisons of treatments




6. Judging whether fair comparisons of treatments are relevant

1. Recognising the need for fair comparisons of treatments

Well-informed treatment decisions require reliable information. Not all claims about the effects of treatments are reliable.

Concepts

Explanations

Implications

1.1 Treatments may be harmful

People often exaggerate the benefits of treatments and ignore or downplay
potential harms. However, few effective treatments are 100% safe.

Always consider the possibility that a treatment may have
harmful effects.

1.2 Personal experiences or
anecdotes (stories) are an
unreliable basis for assessing
the effects of most treatments

People often believe that improvements in a health problem (e.g. recovery from a
disease) was due to having received a treatment. Similarly, they might believe that
an undesirable health outcome was due to having received a treatment. However,
the fact that an individual got better after receiving a treatment does not mean that
the treatment caused the improvement, or that others receiving the same treatment
will also improve. The improvement (or undesirable health outcome) might have
occurred even without treatment.

Claims about the effects of a treatment may be
misleading if they are based on stories about how a
treatment helped individual people, or if those stories
attribute improvements to treatments that have not been
assessed in systematic reviews of fair comparisons.

1.3 A treatment outcome may
be associated with a treatment,
but not caused by the
treatment

The fact that a treatment outcome (i.e. a potential benefit or harm) is associated
with a treatment does not mean that the treatment caused the outcome. For
example, people who seek and receive a treatment may be healthier and have
better living conditions than those who do not seek and receive the treatment.
Therefore, people receiving the treatment might appear to benefit from the
treatment, but the difference in outcomes could be because of their being healthier
and having better living conditions, rather than because of the treatment.

Unless other reasons for an association between an
outcome and a treatment have been ruled out by a fair
comparison, do not assume that the outcome was
caused by the treatment.

1.4 Widely used treatments or
treatments that have been
used for a long time are not
necessarily beneficial or safe

Treatments that have not been properly evaluated but are widely used or have
been used for a long time are often assumed to work. Sometimes, however, they
may be unsafe or of doubtful benefit.

Do not assume that treatments are beneficial or safe
simply because they are widely used or have been used
for a long time, unless this has been shown in systematic
reviews of fair comparisons of treatments.

1.5 New, brand-named, or
more expensive treatments
may not be better than
available alternatives

New treatments are often assumed to be better simply because they are new or
because they are more expensive. However, they are only very slightly likely to be
better than other available treatments. Some side effects of treatments, for
example, take time to appear and it may not be possible to know whether they will
appear without long term follow-up.

A treatment should not be assumed to be beneficial and
safe simply because it is new, brand-named or
expensive.

1.6 Opinions of experts or
authorities do not alone
provide a reliable basis for
deciding on the benefits and
harms of treatments

Doctors, researchers, patient organisations and other authorities often disagree
about the effects of treatments. This may be because their opinions are not always
based on systematic reviews of fair comparisons of treatments.

Do not rely on the opinions of experts or other authorities
about the effects of treatments, unless they clearly base
their opinions on the findings of systematic reviews of fair
comparisons of treatments.




Concepts

Explanations

Implications

1.7 Conflicting interests may
result in misleading claims
about the effects of treatments

People with an interest in promoting a treatment (in addition to wanting to help
people), such as making money, may promote treatments by exaggerating benefits
and ignoring potential harmful effects. Conversely, people may be opposed to a
treatment for a range of reasons, such as cultural practices.

Ask if people making claims that a treatment is effective
have conflicting interests. If they have conflicting
interests, be careful not to be misled by their claims
about the effects of treatments.

1.8 Increasing the amount of a
treatment does not necessarily
increase the benefits of a

treatment and may cause harm

Increasing the dose or amount of a treatment (e.g. how many vitamin pills you take)
often increases harms without increasing beneficial effects.

If a treatment is believed to be beneficial, do not assume
that more of it is better.

1.9 Earlier detection of disease
is not necessarily better

People often assume that early detection of disease leads to better outcomes.
However, screening people to detect disease is only helpful if two conditions are
met. First, there must be an effective treatment. Second, people who are treated
before the disease becomes apparent must do better than people who are treated
after the disease becomes apparent. Screening tests can be inaccurate (e.g.
misclassifying people who do not have disease as having disease). Screening can
also cause harm by labelling people as being sick when they are not and because
of side effects of the tests and treatments.

Do not assume that early detection of disease is
worthwhile if it has not been assessed in systematic
reviews of fair comparisons between people who were
screened and people who were not screened.

1.10 Hope or fear can lead to
unrealistic expectations about
the effects of treatments

Hope can be a good thing, but sometimes people in need or desperation hope that
treatments will work and assume they cannot do any harm. Similarly, fear can lead
people to use treatments that may not work and can cause harm. As a result, they
may waste time and money on treatments that have never been shown to be
useful, or may actually cause harm.

Do not assume that a treatment is beneficial or safe, or
that it is worth whatever it costs, simply because you
hope that it might help.

1.11 Beliefs about how
treatments work are not
reliable predictors of the actual
effects of treatments

Treatments that should work in theory often do not work in practice, or may turn out
to be harmful. An explanation of how or why a treatment might work does not prove
that it works or that it is safe.

Do not assume that claims about the effects of
treatments based on an explanation of how they might
work are correct if the treatments have not been
assessed in systematic reviews of fair comparisons of
treatments.

1.12 Large, dramatic effects of
treatments are rare

Large effects (where everyone or nearly everyone treated experiences a benefit or
a harm) are easy to detect without fair comparisons, but few treatments have
effects that are so large that fair comparisons are not needed.

Claims of large effects are likely to be wrong. Expect
treatments to have moderate, small or trivial effects,
rather than dramatic effects. Do not rely on claims of
small or moderate effects of a treatment, which are not
based on systematic reviews of fair comparisons of
treatments.




2. Judging whether a comparison of treatments is a fair comparison

Well-informed treatment decisions require fair comparisons of treatments; i.e. comparisons designed to minimise the risk of errors.

Not all comparisons of treatments are fair comparisons.

Concepts

Explanations

Implications

2.1 Evaluating the effects of
treatments requires
appropriate comparisons

If a treatment is not compared to something else, it is not possible to
know what would happen without the treatment, so it is difficult to
attribute outcomes to the treatment.

Always ask what the comparisons are when considering claims about
the effects of treatments. Claims that are not based on appropriate
comparisons are not reliable.

2.2 Apart from the
treatments being compared,
the comparison groups need
to be similar (i.e. 'like needs
to be compared with like')

If people in the treatment comparison groups differ in ways other than
the treatments being compared, the apparent effects of the treatments
might reflect those differences rather than actual treatment effects.
Differences in the characteristics of the people in the comparison
groups might result in estimates of treatment effects that appear either
larger or smaller than they actually are. A method such as allocating
people to different treatments by assigning them random numbers (the
equivalent of flipping a coin) is the best way to ensure that the groups
being compared are similar in terms of both measured and unmeasured
characteristics.

Be cautious about relying on the results of non-randomized treatment
comparisons (for example, if the people being compared chose which
treatment they received). Be particularly cautious when you cannot be
confident that the characteristics of the comparison groups were
similar. If people were not randomly allocated to treatment comparison
groups, ask if there were important differences between the groups that
might have resulted in the estimates of treatment effects appearing
either larger or smaller than they actually are.

2.3 People’s experiences
should be counted in the
group to which they were
allocated

Randomized allocation helps to ensure that the treatment and
comparison groups share similar characteristics. However, people
sometimes do not receive or take the allocated treatments. The
characteristics of such people often differ from those who do. Therefore,
excluding from the analysis people who did not receive the allocated
treatment may mean that like is no longer being compared with like.

Be cautious about relying on the results of treatment comparisons if
patients’ outcomes are not counted in the group to which they were
allocated. For example, in a comparison of surgery and drug
treatments, people who die while waiting for surgery should be counted
in the surgery group, even though they did not receive surgery.

2.4 People in the groups
being compared need to be
cared for similarly (apart
from the treatments being
compared)

Apart from the treatments being compared, people in the treatment
comparison groups should otherwise receive similar care. If, for
example, people in one group receive more attention and care than
people in the comparison group, differences in outcomes could be due
to differences in the amount of attention each group received rather
than due to the treatments that are being compared. One way of
preventing this is to keep providers unaware (“blind”) of which people
have been allocated to which treatment.

Be cautious about relying on the results of treatment comparisons if
people in the groups that are being compared were not cared for
similarly (apart from the treatments being compared). The results of
such comparisons could be misleading.




Concepts

Explanations

Implications

2.5 If possible, people
should not know which of
the treatments being
compared they are receiving

People in a treatment group may experience improvements (for
example, less pain) because they believe they are receiving a better
treatment, even if the treatment is not actually better (this is called a
placebo effect), or because they behave differently (due to knowing
which treatment they received, compared to how they otherwise would
have behaved). If individuals know that they are receiving (they are not
“blinded” to) a treatment that they believe is better, some or all of the
apparent effects of the treatment may be due either to a placebo effect
or because the recipients behaved differently.

Be cautious about relying on the results of treatment comparisons if the
participants knew which treatment they were receiving, this may have
affected their expectations or behaviour. The results of such
comparisons could be misleading.

2.6 Outcomes should be
measured in the same way
(fairly) in the treatment
groups being compared

If an outcome is measured differently in two comparison groups,
differences in that outcome may be due to how the outcome was
measured rather than because of the treatment received by people in
each group. For example, if outcome assessors believe that a particular
treatment works and they know which patients have received that
treatment, they ma y be more likely to observe better outcomes in those
who have received the treatment. One way of preventing this is to keep
outcome assessors unaware (“blind”) of which people have been
allocated to which treatment. This is less important for “objective”
outcomes like death than for “subjective” outcomes like pain.

Be cautious about relying on the results of treatment comparisons if
outcomes were not measured in the same way in the different
treatment comparison groups. The results of such comparisons could
be misleading.

2.7 Itis important to
measure outcomes in
everyone who was included
in the treatment comparison
groups

People in a treatment comparison who are not followed up to the end of
the study may have worse outcomes than those who are. For example,
they may have dropped out because the treatment was not working or
because of side effects. If those people are excluded, the findings of the
study may be misleading.

Be cautious about relying on the results of treatment comparisons if
many people were lost to follow-up, or if there was a big difference
between the comparison groups in the percentages of people lost to
follow-up. The results of such comparisons could be misleading.




3. Understanding the role of chance

Well-informed treatment decisions require information about the risk of being misled by the play of chance.

Concepts

Explanations

Implications

3.1 Small studies in which few
outcome events occur are usually
not informative and the results
may be misleading

When there are only few outcome events, differences in outcome frequencies
between the treatment comparison groups may easily have occurred by chance and
may mistakenly be attributed to differences between the treatments.

Be cautious about relying on the results of treatment
comparisons with few outcome events may be
misleading. The results of such comparisons could
be misleading.

3.2 The use of p-values to indicate
the probability of something having
occurred by chance may be
misleading; confidence intervals
are more informative

The observed difference in an outcome is the best estimate of how effective or safe
a treatment is (or would be, if the comparison were made in many more people).
However, because of the play of chance, the true difference may be larger or
smaller. The confidence interval is the range within which the true difference is likely
to lie, after taking into account the play of chance. Although a confidence interval
(margin of error) is more informative than a p-value, the latter is often reported. P-
values are often misinterpreted to mean that treatments have or do not have
important effects.

Understanding a confidence interval may be
necessary to understand the reliability of an
estimated treatment effect Whenever possible,
consider confidence intervals when assessing
estimates of treatment effects. Do not be misled by
p-values.

3.3 Saying that a difference is
statistically significant or that it is
not statistically significant can be
misleading

Statistical significance is often confused with importance. The cut-off for considering
aresult as statistically significant is arbitrary, and statistically non-significant results
can be either informative (showing that it is very unlikely that a treatment has an
important effect) or inconclusive (showing that the effects of the treatment are
uncertain).

Claims that results were significant or non-significant
usually mean that they were not statistically
significant or non-significant. This is not the same as
important or not important. Do not be misled by such
claims.




4. Considering all of the relevant fair comparisons

Well-informed treatment decisions require systematic reviews of the evidence. Non-systematic summaries can be misleading.

Concepts

Explanations

Implications

4.1 The results of single comparisons of
treatments can be misleading

A single comparison of treatments rarely provides conclusive evidence and results are often
available from other comparisons of the same treatments. These other comparisons may
have different results or may help to provide more reliable and precise estimates of the
effects of treatments.

The results of single comparisons of
treatments can be misleading.

4.2 Reviews of treatment comparisons
that do not use systematic methods can
be misleading

Reviews that do not use systematic methods may result in biased or imprecise estimates of
the effects of treatments because the selection of studies for inclusion may be biased or the
methods may result in some studies not being found. In addition, the appraisal of some
studies may be biased, or the synthesis of the results of the selected studies may be
inadequate or inappropriate.

Whenever possible, use systematic
reviews of fair comparisons rather than
non-systematic reviews of fair
comparisons of treatments to inform
your decisions.

4.3 Well done systematic reviews often
reveal a lack of relevant evidence, but
they provide the best basis for making
judgements about the certainty of the
evidence

The certainty of the evidence (the extent to which the research provides a good indication
of the likely effects of treatments) can affect the treatment decisions people make. For
example, someone might decide not to use or to pay for a treatment if the certainty of the
evidence is low or very low. How certain the evidence is depends on the fairness of the
comparisons, the risk of being misled by the play of chance, and how directly relevant the
evidence is. Systematic reviews provide the best basis for these judgements and should
report an assessment of the certainty of the evidence based on these judgements.

When using the findings of systematic
reviews to inform your decisions,
always consider the degree of certainty
of the evidence.




5. Understanding the results of fair comparisons of treatments

Well-informed treatment decisions require information about the size of effects. Research results may be presented in misleading

ways.

Concepts Explanations Implications

5.1 Treatments Because treatments can have harmful effects as well as beneficial effects, decisions should be Always consider the trade-offs between the
usually have informed by the balance between the benefits and harms of treatments. Costs also need to be potential benefits of treatments and the potential

beneficial and
harmful effects

considered.

harms and costs of treatments.

5.2 Relative effects of
treatments alone can
be misleading

Relative effects (e.g. the ratio of the probability of an outcome in one treatment group compared
with that in a comparison group) are insufficient for judging the importance of the difference
(between the probabilities of the outcome). A relative effect may give the impression that a
difference is larger than it actually is when the likelihood of the outcome is small to begin with. For
example, if a treatment reduces the probability of getting a stroke by 50% but also has harms, and
your risk of getting a stroke is 2 in 100, receiving the treatment is likely to be worthwhile. If,
however, your risk of getting a stroke is 2 in 10,000, then receiving the treatment is unlikely to be
worthwhile even though the relative effect is the same.

Always consider the absolute effects of treatments
—thatis, the difference in outcomes between the

treatment groups being compared. Do not make a
treatment decision based on relative effects alone.

5.3 Average
differences between

treatments can be
misleading

For outcomes that are measured on a scale (e.g. weight or pain) the difference between the
average in a treatment group and the average in a comparison group may not make it clear how
many people experienced a big enough change (e.g. in weight or pain) for them to notice it, or that
they would regard as important.

When outcomes are measured on a scale, it
cannot be assumed that everyone has experienced
the average effect of a treatment.




6. Judging whether fair comparisons of treatments are relevant

Well-informed treatment decisions require relevant information. The results of fair comparisons may not be relevant to you

Concepts

Explanations

Implications

6.1 Fair comparisons of
treatments should measure
outcomes that are important

Patients, professionals and researchers may have different views about which outcomes are
important. Studies often measure outcomes, such as heart rhythm irregularities, as surrogates for
important outcomes, like death after heart attack. However, the effects of treatments on surrogate
outcomes often do not provide a reliable indication of the effects on outcomes that are important.

Do not be misled by surrogate outcomes.

6.2 Fair comparisons of
treatments in animals or highly
selected groups of people may
not be relevant

Systematic reviews of studies that only include animals or a selected minority of people are
unlikely to provide results that are relevant to most people.

Results of systematic reviews of studies in
animals or highly-selected groups of
people may be misleading.

6.3 The treatments evaluated
in fair comparisons may not be
relevant or applicable

A fair comparison of the effects of a surgical procedure done in a specialised hospital may not
provide a reliable estimate of the effects and safety of the same procedure performed in other
settings. Similarly, comparing a new drug to a drug or dose that is not commonly used (and which
may be less effective or safe than those in common use) would not provide a good estimate of how
the new drug compares to what is commonly done.

Be aware that your circumstances may be
sufficiently different that the results of
systematic reviews of fair comparisons of
treatments may not apply to you.

6.4 Results for a selected
group of people within fair
comparisons can be
misleading

Comparisons of treatments often report results for a selected group of participants in an effort to
assess whether the effect of a treatment is different for different types of people (e.g. men and
women or different age groups). These analyses are often poorly planned and reported. Most
differential effects suggested by these ‘subgroup results’ are likely to be due to the play of chance
and are unlikely to reflect true differences.

Findings based on results for subgroups of
people within a treatment comparison may
be misleading.




Glossary

Absolute effects

Absolute effects are differences between outcomes in the groups being compared. For example, if 10% (10 per 100) experience an outcome in one of
the treatment comparison groups and 5% (5 per 100) experience that outcome in the other group, the absolute effect is 10% - 5% = a 5% difference.

Allocation

Allocation is the assignment of participants in comparisons of treatments to the different treatments (groups) being compared.

Association

Association is a relationship between two attributes, such as using a treatment and experiencing an outcome.

Average difference

The average difference is used to express treatment differences for continuous outcomes, such as weight, blood pressure or pain measured on a scale.
It is the difference between the average value for an outcome measure (for example kilograms) in one group and that in a comparison group.

Certainty of the The certainty of the evidence is an assessment of how good an indication a systematic review provides of the likely effect of a treatment; i.e. the

evidence likelihood that the effect will be substantially different from what the studies found (different enough that it might affect a decision). Judgements about the
certainty of the evidence are based on factors that reduce the certainty (risk of bias, inconsistency, indirectness, imprecision and publication bias) and
factors that increase the certainty.

Chance In the context of comparisons of treatments, chance is the occurrence of differences between comparison groups that are not due to treatment effects or

bias. The play of chance (random error) can lead to incorrect conclusions about treatment effects if too few outcomes occur in studies.

Confidence interval

A confidence interval is a statistical measure of a range within which there is a high probability (usually 95%) that the actual value lies. Wide intervals
indicate lower confidence; narrow intervals greater confidence.

Fair comparison Fair comparisons of treatments are comparisons designed to minimize the risk of systematic errors (biases) and random errors (resulting from the play of
chance).

Outcome An outcome is a potential benefit or harm of a treatment measured in a treatment comparison. An outcome measure is how the outcome is measured in
a study.

P-value A p-value is the probability (ranging from zero to one) that the results observed in a study (or results more extreme) could have occurred by chance if in
reality the there were no treatment differences.

Placebo A placebo is a treatment that does not contain active ingredients, which has been designed to be indistinguishable from the active treatment being
assessed.

Placebo effect A measurable, observable, or felt improvement in health or behaviour not attributable to the treatment administered.

Probability Probability is the chance or risk of something, such as an outcome, occurring. See Risk

Relative effects

Relative effects are ratios. For example, if the probability of an outcome in the treatment group is 10% (10 per 100) and the probability of that outcome in
a comparison group is 5% (5 per 100), the relative effect is 5/10 = 0.50.

Reliable The reliability of a claim or evidence about a treatment effect is the extent to which it is dependable or can be trusted. It should be noted that reliability
often has a different meaning in the context of research, which is the degree to which results obtained by a measurement procedure can be replicated.

Risk Risk is the probability of an outcome occurring. See Probability

Scale A scale is an instrument for measuring or rating an outcome with a potentially infinite number of possible values within a given range, such as weight,

blood pressure, pain or depression.

Statistical significance

Statistical significance is a difference that is unlikely (below a specified level of confidence — typically 5%) to be explained by the play of chance.

Study

A study is an investigation that uses specified methods to evaluate something. Different types of studies can be used to evaluate the effects of
treatments. Some are more reliable than others.

Subgroup

A subgroup is a subdivision of a group of people; a distinct group within a group. For example, in studies or systematic reviews of treatment effects,




questions are often asked about whether there are different effects for different subgroups of people in the studies, such as women and men, or people
of different ages.

Surrogate outcomes Surrogate outcomes are outcome measures that are not of direct practical importance but are believed to reflect outcomes that are important. For
example, blood pressure is not directly important to patients but it is often used as an outcome in studies because it is a risk factor for stroke and heart
attacks.

Systematic review A systematic review is a summary of research evidence (studies) that uses systematic and explicit methods to summarise the research. It address a
clearly formulated question using a structured approach to identify, select, and critically appraise relevant studies, and to collect and analyse data from
the studies that are included in the review.

Theory A theory is a supposition or a system of ideas intended to explain something.

Treatment A treatment is any intervention (action) intended to improve health, including preventive, therapeutic and rehabilitative interventions and public health or
health system interventions.

Treatment comparison | Treatment comparisons are studies of the effects of treatments.







